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Overview

� The complexity of current Internet applications makes the understanding of
network tra�c a challenging task. Two common approaches:

1. classi�ers based on header information like ports and IP addresses (fails with
unknown and unusual protocols)

2. protocol dissectors which operate on reconstructed streams (very slow)

� Multiple machine learning approaches have been proposed for classifying pack-
ets by application type. Past work identi�es tra�c as belonging to a small set of
pre-de�ned classes, rather than to arbitrarily large set ofhierarchical clusters.

� ADHIC (Approximate Divisive HIerarchical Clustering) is anew real-time al-
gorithm that clusters similar network tra�c together without prior knowledge
of protocol structures. Packet similarity is determined through comparisons of
substrings ((p; n)� grams) within packets at distinguishing o�sets.

� We �nd that ADHIC appropriately segregates well-known protocols, clusters
together tra�c of the same protocol running on multiple ports, and segregates
tra�c from applications, such as p2p, that do not use standard ports.

Approach

� Unsupervised clustering approaches may aid in the identi�cation of new
changes in network usages by providing larger-scale aggregates for analysis.

� We cluster packets (rather than classify) because we wish tocapture the com-
monalities of novel, unknown network protocols and usage patterns. In par-
ticular, we want to �ndsub-protocolpatterns and patterns across protocols.

� We de�ne (p; n)� grams:

{ n� gram: n consecutive bytes within a packet
{ (p; n)� gram:n� gram at positionp

� In our lab experiments we found that network packets generally contain a sig-
ni�cant number of high and moderate frequency (p; n)� grams, the frequency
of which appears to follow a power-law analogous to Zipf's law.

� These (p; n)� grams are most often structural ones: they match protocol or
application-level headers.

� We use a hierarchical representation of network tra�c for two advantages:

{ A hierarchy naturally captures the \nesting" of layered protocols, e.g. that
UDP and TCP packets both are examples of IP packets

{ Hierarchical representations aggregate low-level concepts into higher level
structures, facilitating \high level" views that can be re�ned as necessary.
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� ADHIC clusters tra�c by recursively subdividing network tra�c into binary
classes. Clusters are identi�ed by sets of (p; n)-grams in the decision tree.

� ADHIC incrementally learns hierarchical clusters throughtwo operations:

1. Splitting: If a cluster gets too big, �nd a (p; n)-gram that matches about
half of its packets.

2. Deletion: If a cluster has too little tra�c matching it, delete it.

� ADHIC learns clusters using samples of observed tra�c; all tra�c is then
\clustered" using the learned (p; n)-gram tree.

� Leaf clusters are displayed using pie charts that indicate the protocol type
(port) of clustered packets.

Why is ADHIC Notable?

� ADHIC is notable in that it

1. produces a hierarchical decomposition of network tra�c in the form of a
cluster-identifying decision tree,

2. does not assume prior knowledge of protocols and is unsupervised in every
stage in operation,

3. needs only a small fraction of packets (about 3% in our traces) to generate
a decision tree, and

4. generates a decision tree that can be used to cluster packets at wire speeds
(250 Mbps in an unoptimized software implementation).

NetADHICT

� NetADHICT is our implementation of ADHIC. It is available for download at
www.ccsl.carleton.ca/softwareand is licensed under the GNU GPL license.

� NetADHICT is designed to work on o�ine libpcap-formatted packet captures
as well as on real-time NIC packet capturing.

� NetADHICT is implemented in C in the back end, and uses an AJAX-based
browser interface supported by Ruby on Rails, SVG, and MySQLto allow
online monitoring of network behavior.

� NetADHICT's interface allows tra�c to be viewed both using ADHIC decision
trees and using standard tra�c volume plots. By connecting diverse views of
network tra�c, administrators and researchers can interactively explore pat-
terns in network behavior.

Results

� Tests were conducted using captures from a small productionnetwork, with
the decision tree being updated every 10 minutes.

� Observed clusters were highly correlated with well-known ports, even though
NetADHICT rarely used port-matching (p; n)-grams.

� When NetADHICT clustered together tra�c matching multipleports, there
were often other signi�cant commonalities. For example, a web server on a
non-standard port was grouped with standard web tra�c.

� In tests with simulated static and polymorphic worm tra�c, these packets were
segregated from other tra�c. NetADHICT was also able to properly segregate
BitTorrent, a p2p �lesharing protocol.

� Perhaps most remarkably, NetADHICT's performance was not signi�cantly de-
graded (and sometimes improved) when weexcluded headersfrom the packets.


